Global analysis of gully composition using manual and automated exploration of CRISM imagery

Elyse Allender, Tomasz F. Stepinski

Space Informatics Lab, University of Cincinnati, Cincinnati, OH 45221-0131, USA

Abstract
Gully formations on Mars have been the focus of many morphological and mineralogical studies aimed at inferring the mechanisms of their formation and evolution. In this paper we have analyzed 354 globally distributed gully-bearing Full Resolution Targeted (FRT) Compact Reconnaissance Imaging Spectrometer for Mars (CRISM) images. The primary goal of the analysis was to identify all spectrally distinct deposits in these images (if any) and to classify them into hydrated and non-hydrated categories using only CRISM summary parameters (Viviano-Beck et al., 2014). Such approach makes possible to analyze a very large set of all distinct deposits in 354 images. We found that 68% of these images lack any distinct deposits, 8% of images contain non-hydrated deposits which coincide with the gullies and 24% of images contain hydrated deposits which coincide with the gullies. These results are compared with the recent analysis of 110 CRISM images by Nuñez et al. (2016) who also found that most gullies coincide with indistinct deposits, but, contrary to our findings, they found a predominance of non-hydrated minerals among distinct deposits. We attribute this discrepancy in part to their smaller and geographically biased sample of images, and in part to differing protocols of categorizing images. The discrepancy between the two surveys is further increased if we count all deposits in FRT gully-bearing images, not just deposits directly coinciding with the gullies, obtaining 44% indistinct, 15% non-hydrated, and 41% hydrated images. The secondary goal of this study was to perform the same image survey using a recently developed automated method in order to assess its accuracy and thus its feasibility for performing future surveys. We found the overall accuracy of the auto-mapper to be 76.2% but its accuracy for discovering distinct deposits, and in particular, distinct hydrated deposits was lower. We attributed the deficiencies of the auto-mapper primarily to its sensitivity to presence of noise in images and especially to presence of speckle noise. It is however worth noting that qualitatively both manual and automatic surveys arrived at the same overall conclusion.

Keywords: Mars, CRISM, Gullies formation, Mineral composition, Automatic analysis

1. Introduction

Gullies are among the youngest surface features on Mars; their topography is typically very sharply defined when not locally overlain by aeolian deposits or cut by faults (Treiman, 2003). In terms of structure, gullies consist of an alcove, channel, and depositional apron, while in terms of distribution, gullies are limited to latitudes greater than ±30 degrees, and most frequently occur between 30 and 50 degrees in both hemispheres (Malin and Edgett, 2000). The debate concerning the formation mechanism of gully features on Mars has been ongoing since the features were first observed from Mars Global Surveyor (MGS) Mars Orbiter Camera (MOC) in 1997 (Malin and Edgett, 2000). Their formation mechanism has been the focus of much speculation as the morphological characteristics of their terrestrial analogues imply that liquid water may have played a role in their formation. Fluidized mechanisms which may be responsible for gully emplacement include: subsurface aquifer release (Malin and Edgett, 2000; Gaidos, 2001), snowpack melting (Christensen, 2003; Williams et al., 2008) or near-surface ground ice (Mellon and Phillips, 2001; Costard et al., 2002) during periods of high-obliquity (Bridges and Lackner, 2006; Laskar et al., 2004). How-
ever, as liquid water is not stable on Mars’ surface given
the current state of the atmosphere, several dry wast-
ing mechanisms have also been proposed as the pro-
cesses which emplaced the gullies. These are dry mass
wasting processes (Treiman, 2003; Shinbrot et al., 2004;
Pelletier et al., 2008), and CO₂ processes whether liq-
uid ( Musselwhite et al., 2001), or frost-based ( Hoff-
man, 2002; Ishii and Sasaki, 2004; Mangold et al., 2008;
Dundas et al., 2010, 2012; Raack et al., 2015; Pilorget
and Forget, 2016). Kolb et al. ( 2010) suggests a dual
mechanism, in which gullies were previously emplaced
via a time-limited fluidized flow, and are currently mod-
ified through dry mass wasting, while Vincendon (2015)
suggests several mechanisms ( CO₂ and H₂O) may be re-
sponsible for present-day gully activity.

Several different methodologies can be applied to
investigate whether liquid water played a role in the
formation of gullies, but for an investigation having a
global scale and thus statistical meaning, perhaps the
best approach is to utilize hyperspectral imagery taken
by the Compact Reconnaissance Imaging Spectrometer
for Mars (CRISM) ( Murchie et al., 2007) instrument on-
board the Mars Reconnaissance Orbiter (MRO) to look
for the presence or absence of hydrated minerals which
coincide with gully locations. This was an approach
taken in a recent study by Nuñez et al. (2016) who ex-
amined 110 globally distributed CRISM Map-projected
Targeted Reduced Data Records (MTRDR) for associ-
ations between gully locations and their overlying min-
eralogy. They concluded that most gullies in their sam-
ple of images were spectrally indistinct from their sur-
roundings, and, in cases when distinctions did exist, the
mineralogy overlying the gullies varied without prefer-
ce for hydrated minerals. On the basis of their find-
ings they concluded that there was no clear evidence
that long-term liquid water activity played a role in the
formation and evolution of gullies.

It is worth noting that these Nuñez et al. (2016) con-
clusions were based on a relatively small sample of
images. Globally, there are almost 5000 gullied land-
forms containing tens of thousands of individual gullies
as documented in a database created by Harrison et al.
( 2015) on the basis of examining 54,023 CTX images.
As gullies are features frequently targeted by CRISM,
it is reasonable to expect that a larger sample of hyper-
spectral images containing gullies can be identified and
examined to see whether the conclusions of Nuñez et al.
(2016) will still hold.

This paper describes the result of such a larger survey.
By overlaying the Harrison et al. ( 2015) gully database
with image stamps of CRISM Full Resolution Targeted
(FRT) images we identified 354 images containing gul-
lies. For this set of images we performed an analysis
aimed at identifying distinct mineral deposits co-located
with gullies.

Conducting large-scale spectral surveys using a stan-
dard protocol based on matching spectra to specific min-
eral species is tedious work, which may be one of the
reasons behind the relatively small size of the sample
analyzed by Nuñez et al. (2016). We use a methodology
based on summary parameters ( Viviano-Beck et al.,
2014) and browse products which may be less accu-
rate but is more practical in application to large sur-
vey. Moreover, such methodology is underpinning re-
cently developed (Allender and Stepinski, 2017) auto-
mated method for preliminary mapping of mineral de-
posits from CRISM images. Automating or at least
semi-automating analysis of CRISM images makes pos-
sible even larger surveys. The secondary goal of this
paper is to conduct the gully location/mineralogy analy-
is for a second time using our automated method. This
makes it possible to assess the performance of the au-
tomated method on this relatively large sample of im-
ages for which, due to the primary goal of the paper, the
ground truth has been established.

The rest of this paper is organized as follows. Section
2 explains the details of our dual methodology. Section
3 contains the results of manual survey. Section 4 is de-
voted to a comparison of the results of the manual and
automatic surveys. Section 5 contains the discussion
and conclusions. The supplement contains information
about all images analyzed using both manual and auto-
mated methods.

2. Methodology

We use the Java Mission-Planning and Analysis for
Remote Sensing (JMARS) software package (Chris-
tensen et al., 2009) to overlay stamps of CRISM FRT
images with gully feature points from (Harrison et al.,
2015) database. Note that Harrison et al. (2015) did not
assign feature points to individual gullies but only to
landmarks (predominantly craters) containing the gul-
lies. A stamp is an image outline associated with an
image ID, and a gully feature point is a pair of coor-
dinates associated with a center of a landmark (crater).
We only consider FRT images for inclusion in the sam-
ple to have a consistent image resolution. Using this
procedure we will find all FRT images with gullies on
rims of craters having radii equal to or smaller than the
extent of an FRT image; we will not identify FRT im-
geimages with gullies in larger craters as their stamps
will not overlap with the centers of these craters. This pro-
to procedure yielded 354 images, a sample over three times
the size of the Nuñez et al. (2016) sample. The 354 images were downloaded from the Planetary Data Systems (PDS) Geosciences Node and pre-processed using the standard algorithms provided in ENVI IDL 5.3 with the CRISM Analysis Tool (CAT) 7.3.1. The supplement to this paper consists of a table listing all of these images together with their parameters, catalogs of all mineral deposits (if any) found within their bounds using manual and automatic methods, and classification into one of five categories (see below). All further analysis (manual and automatic) is performed on these pre-processed images.

As our focus is on calculating the statistics of hydrated versus non-hydrated deposits underlying the gullies, we do not identify the specific mineralogy of each deposit but only classify all deposits as either indistinct, distinct hydrated, or distinct non-hydrated. A single FRT image may contain several gully features. We identify and classify all distinct deposits within an image but keep track of which deposits underlie gullies and which do not, yielding two additional classification categories. Our reason for keeping deposits that are not coincident with gullies is the small size of the area covered by an FRT image; the very existence of hydrated deposits in the vicinity of the gullies may be significant.

2.1. Manual methodology

Our manual analysis is aimed at the identification and classification of deposits and begins with the calculation of the suite of 26 second generation CRISM summary parameters (Viviano-Beck et al., 2014) for each of the 354 images. We then generate, for each image, the HYD, MAF, ICE, PHY and CAR browse products (each utilizing a triad of summary parameters (Viviano-Beck et al., 2014)) which focus on the detection of hydrated minerals, mafic minerals, ices, phyllosilicates, and carbonates respectively. Note that for each of the three summary parameters constituting a browse product a 0.99.9% image stretch was performed to ensure positive values of band depths and to omit outliers. These maximum stretch values are recorded in the Supplement to this paper so that the browse products may be reconstructed.

To analyze an image for mineral deposits all of its five browse products were visually examined. During the examination deposits, if present, were manually marked and labeled in accordance with the browse product keys in Viviano-Beck et al. (2014). For example, when examining the PHY browse product – whose constituent summary parameters are BD1900R2, BD2200, and BD2300 – a deposit with enhancements in the BD1900 and BD2300 summary parameters would appear in magenta color and be interpreted as an Fe/Mg phyllosilicate. All identified and labeled deposits are relabeled into two categories, hydrated or non-hydrated. The hydrated category’s deposits are indicative of mineral alteration through contact with water. We consider deposits from the HYD, PHY, and CAR browse products hydrated. We also consider the H2O ice deposit from the ICE product hydrated. Deposits from the MAF product are considered non-hydrated, as is the CO2 ice deposit from the ICE product. An image which has no distinct deposits is labeled as ‘uninteresting’.

It should be noted that in some images it was difficult to confirm the presence of spectrally distinct deposits as they appeared as linear features within shadowed gullies. If these linear features also appeared in shadowed regions across the rest of the image they were disregarded. If, however, the spectrally distinct deposits were present as linear features but in a spatial configuration that suggested underlying surface structure, then they were accepted as a viable detection.

Each map of labeled deposits was overlaid with an image reduced to a single band (1300 µm) which clearly shows surface features like gullies. By visually examining spatial relations between mineral deposits and gully features we classify images containing deposits into four categories, ‘hydrated_gullies’, ‘non-hydrated_gullies’, ‘hydrated_non-gullies’, ‘non-hydrated_non-gullies’.

An image is classified as ‘hydrated_gullies’ if at least one of its hydrated deposits coincides with a gully feature. If none of the hydrated deposits coincide with gully features but at least one non-hydrated deposit does, the image is classified as ‘non-hydrated_gullies’. If no deposits coincide with gullies but there is at least one hydrated deposit the image is classified as ‘hydrated_non-gullies’. Finally, if no deposits coincide with gullies but there are non-hydrated deposits, the image is classified as ‘non-hydrated_non-gullies’. Thus, at the end of our manual analysis each of the 354 images is classified into one of five categories including an ‘uninteresting’ category for images with no distinct deposits.

Note that the label ‘uninteresting’ is used for consistency with the nomenclature of the automatic method (see next subsection), however, Nuñez et al. (2016) uses the label ‘indistinct’.

2.2. Automated methodology

The most tedious part of manual analysis is the observation and marking of all possible deposits from the five CRISM browse products. Automating this task would make all surveys, particularly large surveys, of
mineralogical deposits in CRISM images more attainable. Recently we introduced a method that, for a given
CRISM FRT image, automatically marks and labels mineral units present in an image (Allender and Stepinski,
2017). The output of this method is a thematic map of mineral units. As auto-mapping is a new technology
and has only been validated on a small sample of 20 images in the original Allender and Stepinski (2017) paper,
the present study offers an opportunity to check its performance on a relatively large (354) sample of images.

Because of the way units are identified by the auto-mapper (by clustering vectors of values for 26 summary
parameters) they are not necessarily mineralogically pure but may contain one, two, or more of 29 mineral
species (see Table 1) that can be identified using the Viviano-Beck et al. (2014) parameters. Each unit’s
automatically generated label reflects species that are present in this unit. Thus, this method does not identify
or map specific mineral species, instead it identifies and maps units having broader meanings. Fig. 1 shows
two examples of the broad mineralogical maps automatically generated (with a legend) from FRT images by
the auto-mapper. The legend refer to combinations of minerals and/or summary parameters showing enhance-
ment from the background. This may be insufficient for identification of specific mineral species but sufficient
for classification of deposits into ‘hydrated’ and ‘non-hydrated’.

Fig. 1(C) shows spectral signatures extracted from main gully features in each image. The orange-colored
spectrum is extracted from the region in the FRT4AF7 image auto-labeled as LCP. Its shape indeed indicates
LCP, which is diagnosed by its broad absorption feature centered at around 1.8 microns. Both
methods point to the same mineralogy.
indicating a mixture of minerals. This spectrum was inter-
"predicted by Carter et al. (2010) as Al-Smectite. In this case the auto-mapper did not identify a specific species but correctly indicated the presence of hydrated mineral which was the only information required.

We applied the auto-mapper to the batch of 354 images in our sample. This is a one-click operation resulting in the generation of 354 maps of mineral units. In the next step we classified all maps into the same five categories used in the manual analysis (see previous subsection). Table 1 divides all 29 mineral species, which are identifiable using Viviano-Beck et al. (2014) parameters, into hydrated (left column) and non-hydrated (right column) categories. If a unit has an auto-label containing species from the hydrated column in Table 1 we consider this unit ‘hydrated’, otherwise we consider it ‘non-hydrated’. With individual units labeled, the images/maps are classified into ‘hydrated_gullies’, ‘non-hydrated_gullies’, ‘hydrated_non-gullies’, ‘non-hydrated_non-gullies’, and ‘uninteresting’ (images for which the auto-mapper did not find any distinct units) using the protocol described in the previous subsection. The decision of whether a deposit coincides with a gully is done manually.

Surprisingly, this procedure resulted in only 29 images being labeled as ‘uninteresting’ while 325 were given one of the four ‘interesting’ labels. A review of these 325 auto-maps corresponding to nominally ‘interesting’ images revealed that standard pre-processing (see the beginning of Section 2) did not eliminate all noise; 176 of the nominally ‘interesting’ images were really ‘uninteresting’ but, the residual noise was mis-interpreted by the auto-mapper as a distinct unit. We manually reclassified these 176 images as ‘uninteresting’. Note that this was a very fast fix as speckled images are very distinctive and can be reclassified without much effort. In our assessment of the performance of the auto-mapping (see Section 4) we didn’t count these 176 cases as misclassifications because they are not related directly to the method itself. After this correction 205 images were assigned the ‘uninteresting’ label and 149 were assigned to one of the remaining four labels.

The outcome of both the manual and automated analysis is the classification of all images in our sample into five categories. This allows verification of the automated analysis in standard machine learning fashion. We consider the results of manual analysis as our “ground truth” and the results of automatic analysis as the predictions of a classifier. To assess the accuracy of its predictions we calculate a confusion matrix (Stehman, 1997). From this confusion matrix we calculate an overall classification accuracy and the values of recall and precision for each of the five categories.

Take the category ‘hydrated_gullies’ as an example. The recall for this category is the ratio of the number of images correctly identified by the auto-mapper as containing gullies coincident with hydrated deposits to the number of all images containing such features in the manual analysis. Thus, recall gives us information about the auto-mapper’s performance with respect to false negatives (how many hydrated deposits it missed). A low value of recall indicates that many images containing gullies overlaid by hydrated deposits are undetected by the auto-mapper. The precision for this category is the ratio of the number of images correctly identified by the auto-mapper as containing gullies overlaid by hydrated deposits to the number of all images identified (correctly or incorrectly) by the auto-mapper as such. Thus precision gives us information about the auto-mapper’s performance with respect to false positives. A low value of precision indicates that among images identified by the auto-mapper as containing gullies overlaid by hydrated deposits, many do not truly contain these deposits.

<table>
<thead>
<tr>
<th>Hydrated</th>
<th>Non-Hydrated</th>
</tr>
</thead>
<tbody>
<tr>
<td>H₂O Ice</td>
<td>CO₂; Ice</td>
</tr>
<tr>
<td>Kieserite</td>
<td>Low Calcium Pyroxene (LCP)</td>
</tr>
<tr>
<td>Alunite</td>
<td>High Calcium Pyroxene (HCP)</td>
</tr>
<tr>
<td>FeOHSulfate</td>
<td>Plagioclase</td>
</tr>
<tr>
<td>Jarosite</td>
<td>Fe Olivine</td>
</tr>
<tr>
<td>Polyhydrated Sulfate</td>
<td>Mg Olivine</td>
</tr>
<tr>
<td>Bassanite</td>
<td>Kaolinite</td>
</tr>
<tr>
<td>Margarite</td>
<td>Gypsum</td>
</tr>
<tr>
<td>Al Smectite</td>
<td>Fe Smectite</td>
</tr>
<tr>
<td>Mg Smectite</td>
<td>Talc</td>
</tr>
<tr>
<td>Serpentine</td>
<td>Chlorite</td>
</tr>
<tr>
<td>Prehnite</td>
<td>Talc</td>
</tr>
<tr>
<td>Mg Carbonate</td>
<td>Ca Carbonate</td>
</tr>
<tr>
<td>Hydrated Silica</td>
<td>Hydrated Silica</td>
</tr>
<tr>
<td>Analcime</td>
<td>Epidote</td>
</tr>
<tr>
<td>Ilite</td>
<td></td>
</tr>
</tbody>
</table>

Table 1: Mineral species allocated into hydrated/non-hydrated categories when using the automated method.
3. Manual survey results

The manual survey of 354 images was conducted as described in Section 2.1. We labeled 155 of these images as ‘uninteresting’, meaning we could not find any distinct mineral deposits in them. In the remaining 199 images we identified distinct deposits. Table 2 shows how these 199 images breakdown into four categories according to our classification as described in Section 2.1. As can be seen from Table 2, 145 (73%) images with distinct deposits contain at least one hydrated deposit, and 84 (58%) of these have hydrated deposits co-located with gullies. Only 54 (27%) of all images contain non-hydrated deposits; these are split evenly between images in which deposits overlay gullies (28) and those in which they do not (26).

Table 2: Category breakdown of ‘interesting’ images as labeled by manual analysis

<table>
<thead>
<tr>
<th></th>
<th>Within gullies</th>
<th>Not within gullies</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>Hydrated</td>
<td>84</td>
<td>61</td>
<td>145</td>
</tr>
<tr>
<td>Non-Hydrated</td>
<td>28</td>
<td>26</td>
<td>54</td>
</tr>
<tr>
<td><strong>Total</strong></td>
<td><strong>112</strong></td>
<td><strong>87</strong></td>
<td><strong>199</strong></td>
</tr>
</tbody>
</table>

Our result, summarized in Table 2, can be compared to the results of Nuñez et al. (2016). For this comparison we use 96 of the 110 images they evaluated, as the remaining 14 were not in FRT format. Nuñez et al. (2016) classified images into spectrally indistinct, phyllosilicates, mafics, and ices (CO2/H2O). We reclassified their labels into our categories as follows: spectrally indistinct $\rightarrow$ uninteresting, mafics and CO2 $\rightarrow$ distinct non-hydrated within gullies, and phyllosilicates and H2O $\rightarrow$ distinct hydrated within gullies. With such a reclassification counting the Nuñez et al. (2016) labels (using the supplement to their paper) yields the following: uninteresting – 50 (52%), distinct non-hydrated – 33 (34%), and distinct hydrated – 13 (14%). This can be compared to our results, restricted to the ‘within gullies’ column, in Table 2: uninteresting (this includes 155 images which have no distinct deposits at all plus 87 images that have distinct deposits which do not overlay gullies) – 242 (68%), non-hydrated – 28 (8%), hydrated – 84 (24%).

Our results agree with the results of Nuñez et al. (2016) inasmuch as they confirm that in most images gullies do not coincide with distinct deposits, in fact we have found a larger percentage of images (68% versus 52%) in which gullies are spectrally indistinct from surroundings. However, we also have found that among the distinct deposits, hydrated deposits dominate non-hydrated deposits by a ratio of 84/28 = 3, whereas Nuñez et al. (2016) found that non-hydrated deposits dominate hydrated deposits by a ratio of 33/13 = 2.5. Thus, we have found that if deposits are distinct they are predominantly hydrated whereas Nuñez et al. (2016) found the opposite.

More insight follows from considering statistics for each hemisphere separately. Fig. 2A shows the global distribution of all of our 354 images, while Fig. 2B shows the global distribution of the 96 FRT images in Nuñez et al. (2016) for comparison. In this figure each image is indicated by one of five symbols according to its assigned category (see the legend). Note that some CRISM images in a sample are located very close to each other so their symbols on Fig. 2 may be obscured by a symbol indicating other close-by image. Table 3 enumerates images having different categories separately for northern and southern hemispheres. Our ratio of images in southern to northern hemispheres is 232/122 = 1.9 whereas the Nuñez et al. (2016) ratio is 76/20 = 3.8, thus our sample is much more balanced between the two hemispheres; it contains relatively more images in the north.

For the northern hemisphere the Nuñez et al. (2016) statistics are as follows: uninteresting – 15 (75%), non-hydrated – 1 (5%), hydrated – 4 (20%). This can be compared to our results restricted to hydrated_gullies column in Table 3, uninteresting – 78 (64%), non-hydrated – 3 (2%), hydrated – 41 (34%). For the northern hemisphere the difference between Nuñez et al. (2016) and our results is that we identified a larger percentage of distinct deposits (36% versus 25%) and a larger ratio of hydrated versus non-hydrated deposits (14 versus 4). For the southern hemisphere the Nuñez et al. (2016) statistics are as follows: uninteresting – 35 (46%), non-hydrated – 32 (42%), hydrated – 9 (12%). This can be compared to our results restricted to hydrated_gullies column in Table 3, uninteresting – 164 (71%), non-hydrated – 22 (10%), hydrated – 44 (19%). For the southern hemisphere the difference between Nuñez et al. (2016) and our results is that we identified a smaller percentage of distinct deposits (29% versus 54%) but a larger ratio of hydrated versus non-hydrated deposits (2 versus 0.37).

In addition to calculating statistics for images on the basis of deposits which coincide with gullies, as an alternative approach we also calculate statistics for all distinct deposits in gully-bearing images regardless of whether these deposits coincide with gullies. It is important to note that presence of hydrated deposits may not necessarily be indicative of gully formation mechanism but rather reflect pre-existing hydrated minerals within the bedrock that have been remobilized by gully
activity. Detection of hydrated deposits outside gullies would support such hypothesis. In addition, detection of nearby deposits is also important because modifications such as dust deposition can mask gully signatures. For this analysis both 'within gullies' and 'not within gullies' columns in Table 2 are counted, yielding the following: uninteresting – 155 (44%), non-hydrated – 54 (15%), and hydrated – 145 (41%). Such a counting protocol increases the percentage of images with distinct deposits (from 32% to 56%) and also increases the percentage of hydrated deposits from 24% to 41%.

For the northern hemisphere this protocol yields the following: uninteresting – 53 (43%), non-hydrated – 6 (5%), hydrated – 63 (52%) indicating the dominance of images with hydrated deposits. For the southern hemisphere such a protocol yields the following: uninteresting – 102 (44%), non-hydrated – 48 (21%), hydrated – 82 (35%). Again, as in the northern hemisphere this protocol not only increases the percentage of distinct deposits (as it is designed to do) but also increases the percentage of distinct hydrated deposits (which it is not specifically designed to do).

4. Validation of the automated survey

The automated survey of 354 images was conducted as described in Section 2.2. Table 4 is a confusion matrix between the results of the manual methodology
Table 3: North/South split of classified images

<table>
<thead>
<tr>
<th></th>
<th>non-hydrated_gullies</th>
<th>hydrated_gullies</th>
<th>non-hydrated_non-gullies</th>
<th>hydrated_non-gullies</th>
<th>uninteresting</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>Northern Hemisphere</td>
<td>3</td>
<td>41</td>
<td>3</td>
<td>22</td>
<td>53</td>
<td>122</td>
</tr>
<tr>
<td>Southern Hemisphere</td>
<td>25</td>
<td>43</td>
<td>23</td>
<td>39</td>
<td>102</td>
<td>232</td>
</tr>
<tr>
<td>Total</td>
<td>28</td>
<td>84</td>
<td>26</td>
<td>61</td>
<td>155</td>
<td>354</td>
</tr>
</tbody>
</table>

Table 4: Confusion matrix between manual classification (ground truth) and automatic classification.

<table>
<thead>
<tr>
<th></th>
<th>Manual</th>
<th>Automatic</th>
<th></th>
<th></th>
<th></th>
<th>N</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>non-hydrated_gullies</td>
<td>hydrated_gullies</td>
<td>non-hydrated_non-gullies</td>
<td>hydrated_non-gullies</td>
<td>uninteresting</td>
<td>N</td>
</tr>
<tr>
<td>non-hydrated_gullies</td>
<td>17</td>
<td>5</td>
<td>0</td>
<td>1</td>
<td>0</td>
<td>23</td>
</tr>
<tr>
<td>hydrated_gullies</td>
<td>1</td>
<td>47</td>
<td>0</td>
<td>2</td>
<td>0</td>
<td>50</td>
</tr>
<tr>
<td>non-hydrated_notGullies</td>
<td>1</td>
<td>6</td>
<td>21</td>
<td>2</td>
<td>1</td>
<td>31</td>
</tr>
<tr>
<td>hydrated_notGullies</td>
<td>1</td>
<td>8</td>
<td>0</td>
<td>33</td>
<td>3</td>
<td>45</td>
</tr>
<tr>
<td>uninteresting</td>
<td>8</td>
<td>18</td>
<td>5</td>
<td>23</td>
<td>151</td>
<td>205</td>
</tr>
<tr>
<td>N</td>
<td>28</td>
<td>84</td>
<td>26</td>
<td>61</td>
<td>155</td>
<td>354</td>
</tr>
</tbody>
</table>

Table 5: Values of recall and precision of the automated classifier for five different categories of images.

<table>
<thead>
<tr>
<th></th>
<th>non-hydrated_gullies</th>
<th>hydrated_gullies</th>
<th>non-hydrated_non-gullies</th>
<th>hydrated_non-gullies</th>
<th>uninteresting</th>
</tr>
</thead>
<tbody>
<tr>
<td>Recall</td>
<td>61%</td>
<td>56%</td>
<td>81%</td>
<td>54%</td>
<td>98%</td>
</tr>
<tr>
<td>Precision</td>
<td>74%</td>
<td>94%</td>
<td>68%</td>
<td>73%</td>
<td>74%</td>
</tr>
</tbody>
</table>

(ground truth) and the automated methodology. The columns of Table 4 show how images assigned to a given category by the manual method were classified into various categories using the automated method. The last row in Table 4 (labeled N) lists the breakdown of images into five categories according to the manual method and corresponds to the values in Table 2. The rows of Table 4 show how images assigned to a given category using the automated method were classified into various categories using manual method. The last column in Table 4 (labeled N) lists the breakdown of images into five categories according to the automated method. Comparison of the last row with the last column of the table offers a quick comparison between the results of manual and automatic methods; essentially, classification via the automated method underestimates the number of uninteresting (indistinct) images.

More specific information about the performance of the automated method can be obtained from Table 5 which lists the values of precision and recall for each image category. As mentioned in Section 2.2, recall provides information about the automated method performance with respect to false negatives. Low values of recall indicate that images classified manually as belonging to a given category were undetected as such with the automated method. According to the recall values in Table 5, the automated method fails to identify many images containing hydrated deposits (both within and outside of gullies). It has a better recall performance on images containing non-hydrated deposits, especially those outside the gullies, and has the best performance with respect to recall on images having no distinct deposits. Precision provides information about the performance of the automatic method with respect to false positives. Low values of precision indicate that among images identified using the automated method as belonging to a given category, many do not belong to this category according to the ground truth (manual classification). According to the precision values in Table 5 the automated method is very precise for images containing hydrated deposits within gullies and moderately precise for the remaining categories. It is least precise for images containing non-hydrated deposits outside of the gullies.

Overall, the auto-mapper tends to miss some distinct mineral deposits, especially distinct hydrated deposits. This results in too many images being labeled as indistinct. On the other hand, once the auto-mapper finds a hydrated deposit there is a high probability that it is a real deposit, this probability is somewhat lower for distinct non-hydrated minerals. The overall accuracy of the automated method (the number of correctly labeled images divided by the total number of images) is 75.9%. This value, if taken at its face value, is respectable, however, it hides the fact that different categories are assigned with different accuracies.

If we were to perform only the automated survey and rely on its results for drawing conclusions about the connection between locations of the gullies and their underlying mineralogy we would get the following statistics
when counting only deposits underlying the gullies: uninteresting (indistinct) – 281 (79%), non-hydrated – 23 (7%), and hydrated – 50 (14%). If counting all deposits (using our alternative protocol) we would get: uninteresting – 205 (58%), non-hydrated – 54 (15%), and hydrated – 95 (27%). Although quantitatively these statistics differ from the manual survey, qualitatively they tell the same story – most gullies are indistinct from their surroundings, but, if distinct deposits are present they are predominantly hydrated.

To better understand the causes of the auto-mapper’s misclassifications we examined all 85 (the sum of all non-diagonal entries in the confusion matrix in Table 4) images for which manually and automatically assigned labels differ. The results of this examination are summarized in Table 6. The rows in this table correspond to four causes of classification mismatch. Sub-superpixel Scatter is a mismatch caused when the distinct deposit is smaller than the size of a superpixel (see Allender and Stepinski (2017) for details) used by the auto-mapper; the auto-mapper can only recognize deposits larger than the user-defined size of a superpixel. Super-pixel scatter caused some images with distinct deposits to be auto-labeled as uninteresting. Image Speckle is a type of mismatch caused by mistaking a true deposit for speckle noise. As pointed out in Section 2.2 we reclassified 176 images with speckle noise to the uninteresting category, but as it turned out 13 of these images actually contained small distinct deposits in addition to noise. Not Rare Deposit is a type of mismatch caused when a gully is overlain by an interesting deposit but this deposit is also abundantly present in the rest of the image; thus, the superpixels underlying the gully were not outliers and were not considered by the auto-mapper to be distinct. For example, this happens when much of an image (including the gully features) contains H₂O ice; the ice will not stand out as a distinct deposit. Noise More Interesting is a type of mismatch caused by the auto-mapper limit on the number of outliers it considers as interesting deposits. If there are a lot of noisy superpixels in an image this limit is used up on them, leaving no room for outliers which are true deposits.

The columns in Table 6 correspond to categories of images misclassified by the auto-mapper. For example, the first row entry indicates that the auto-mapper misclassified 4 images as having non-hydrated deposits in gullies and determined 13 images were uninteresting (indistinct) due to sub-superpixel scatter. As can be seen from Table 6, regardless of the root cause of misclassification, in most cases the auto-mapper mistakenly classifies images as uninteresting, when in fact they do contain distinct deposits.

### Table 6: Major causes of mismatch between automatic and manual classification of images

<table>
<thead>
<tr>
<th>Mismatch Type</th>
<th>non-hydrated_gullies</th>
<th>hydrated_gullies</th>
<th>non-hydrated_non-gullies</th>
<th>hydrated_non-gullies</th>
<th>uninteresting</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>Sub-superpixel Scatter</td>
<td>4</td>
<td>0</td>
<td>1</td>
<td>2</td>
<td>13</td>
<td>20</td>
</tr>
<tr>
<td>Image Speckle</td>
<td>0</td>
<td>2</td>
<td>1</td>
<td>0</td>
<td>10</td>
<td>13</td>
</tr>
<tr>
<td>Not Rare Deposit</td>
<td>1</td>
<td>1</td>
<td>4</td>
<td>2</td>
<td>10</td>
<td>18</td>
</tr>
<tr>
<td>Noise More Interesting</td>
<td>1</td>
<td>0</td>
<td>4</td>
<td>8</td>
<td>21</td>
<td>34</td>
</tr>
<tr>
<td>Total</td>
<td>6</td>
<td>3</td>
<td>10</td>
<td>12</td>
<td>54</td>
<td>85</td>
</tr>
</tbody>
</table>

5. Discussion and conclusions

The primary purpose of this paper was to conduct a survey of 354 gully-bearing CRISM FRT images and identify all distinct mineral deposits, particularly those coincident with gully features. Statistics from such a survey can help to determine whether liquid water played a role in their formation and evolution and potentially refine the gully formation mechanism. The difference between our study and the recent study by Nuñez et al. (2016), which had a similar goal, is the size and content of image samples, and the methodology used to determine the character of deposits. The secondary purpose of this paper was to determine the degree to which we can rely on an automated method to find deposits in CRISM images (Allender and Stepinski, 2017) when conducting such a survey.

5.1. Gully content

The crucial issue addressed by this paper and by the Nuñez et al. (2016) paper is the same – what types of deposits, hydrated or non-hydrated, coincide with gullies? Both studies found that the majority of gullies are distinct from their surrounding mineralogy. This is not a surprise as most gullies are expected to be mantled by dust just like their surrounding terrain, thus their underlying mineralogy is masked, and their hyperspectral images cannot be used to help determine their formation mechanism. However, both studies also identified gullies coincident with spectrally distinct deposits, which are potentially formation-indicating deposits. The main caveat then is that the formation mechanism governing gullies may have also simply exposed underlying, previously altered terrain, thus the presence of distinct mineralogy within a feature may simply be pre-existing.
altered mineralogy (whether hydrated or non-hydrated) from within the bedrock which has been remobilized by gully activity. Indeed, we have found large numbers of hydrated deposits outside gullies which may support pre-existing hydrated mineralogy. The major and important difference between the two studies is that whereas Nuñez et al. (2016) found the majority of distinct deposits to be non-hydrated, we found the majority of distinct deposits to contain hydrated minerals. Two plausible explanations for this discrepancy are: (a) the different image samples and sizes, and (b) the different protocols on how to classify an image.

Our sample has over three times as many images as Nuñez et al. (2016) and they are more evenly distributed between the two hemispheres (see Fig. 2 and the description in Section 3). Visual comparison of Fig. 2A with Fig. 2B reveals that although in the southern hemisphere both sets of images sample approximately the same regions, this is not true of the northern hemisphere. In the northern hemisphere we sample more images from the low DCI regions of Acidalia Planitia and from higher latitudes. The fact that our sample contains a larger percentage of images in the northern hemisphere (34% versus 21% in the Nuñez et al. (2016) sample), and because many of our images in the northern hemisphere are in low dust areas and at higher latitudes not sampled by Nuñez et al. (2016) may explain why our overall statistics favor hydrated deposits. Additionally, small samples tend to be more biased than larger samples, and the Nuñez et al. (2016) sample is definitively biased inasmuch as the images in the northern hemisphere are under-represented, and, furthermore, the images in the low dust areas in the northern hemisphere are also under-represented.

We also acknowledge bias in our sample due to the selection process detailed in Section 2 – our sample only includes gully-bearing images in craters having a radius equal to or smaller than the size of an FRT image. It is possible that there could be a difference in the mineral signature of gullies depending on the size of craters they are located in; however, given that gullies are relatively young features mineral dependence on the size of the host crater is not expected. This is also supported by the fact that the 47 FRT images in the Nuñez et al. (2016) study which are also present in our sample (and thus are located in craters whose sizes were restricted by the size of FRT images) have a similar breakdown into hydrated, non-hydrated, and indistinct categories as the 49 FRT images that are not in our sample (and thus are presumably located in larger craters).

In the southern hemisphere both surveys sample approximately the same low DCI areas, yet we still found that among distinct deposits hydrated deposits are more numerous than non-hydrated deposits, whereas Nuñez et al. (2016) found the opposite. Because the sizes of the two samples in the south are quite different, 232 images in our sample versus the 76 in theirs, sample bias may again be a factor, but we also need to consider that differences in overall methodologies may contribute to differences in the results.

Our methodology of identifying distinct deposits and classifying them into categories (see Section 2.1) differs from what Nuñez et al. (2016) employed to obtain their results. In order to be able to process a large number of images (and even larger number of deposits within them) we observed and labeled deposits from browse products, whereas Nuñez et al. (2016) used browse products only as an intermediate step to highlight the presence/lack of deposits in an image. They then extracted spectra from these highlighted regions, averaged them, and assigned a label to the entire image by matching the averaged spectra to a library dataset. This invites a question about an accuracy of our method. Are summary parameters sufficient to classify deposits? In our previous paper (Allender and Stepinski, 2017) we use our method to conduct a min-survey of 20 FRT images with mineralogy of deposits previously determined via spectra matching. We found that our summary products-based method indicates mineralogies which are compatible with those indicated by spectra matching. Fig. 1C further illustrates feasibility of our method to identify deposits and classify them into hydrated and non-hydrated categories.

We note that images in our sample (which includes approximately half of the images analyzed by Nuñez et al. (2016)) contain multiple gullies and, on occasion, browse products indicate the presence of hydrated deposits in some of them while the others are flagged as underlain by non-hydrated deposits. Given this potential ambiguity we have developed a specific protocol (see Section 2.1) on how to label images. However, it is not clear from Nuñez et al. (2016) which gullies in the image contribute to the overall label determination or from which regions their contributing spectra have been extracted. Differences in these protocols may also be responsible for discrepancies between the results of the two surveys. In fact, out of the 47 images common to both surveys only 27 images were classified to the same category while 20 images were classified to differing categories. An example of one of these differing images (FRT9B59) is shown in Fig. 3. We classified this image as ‘hydrated gullies’ and indeed spectrum shown in Fig. 3 indicates that H$_2$O/CO$_2$ ice mix is present. However, this image was marked as ‘indis-
distinct’ by Nuñez et al. (2016). This image may illustrate some of the frost-based current gully modification mechanisms at work on martian gullies as explored by Hoffman (2002); Ishii and Sasaki (2004); Mangold et al. (2008); Dundas et al. (2010, 2012); Raack et al. (2015); Pilorget and Forget (2016).

Overall, our survey of a large number of gully-bearing FRT images shows that the majority of gullies are indistinct from their surroundings. This is in agreement with the results of Nuñez et al. (2016). However, in images where we do observe distinct deposits we find that hydrated deposits are more numerous than non-hydrated deposits. This is in opposition to the results of Nuñez et al. (2016). We were not able to determine with certainty the root cause of this discrepancy due to the lack of detail of the labeling protocol of Nuñez et al. (2016). However, two factors are likely to be responsible: (a) the two surveys use different samples of images – with our sample being significantly larger and less spatially biased, and (b) the protocols used to label the images are different. Additionally, we also count all deposits in FRT images, regardless of whether they coincide with gullies. Using this second protocol the proportion of images labeled as containing hydrated deposits further increases. An example of a distinct, hydrated deposit not within a gully feature can be seen in Fig. 4, where a carbonate deposit has been identified just outside the rim of an impact crater. This may be an exposure of underlying altered terrain which was uplifted through impact and may offer insight into the composition of underlying units in this region where there was previous aqueous activity.

Though the conclusions of Nuñez et al. (2016) were reached using a small, geographically biased sample of images and their image labeling protocol – the key component in arriving at such a result – is not described in sufficient detail for us to make a direct comparison, overall our results agree with their conclusion that there is no clear indication for a role for liquid water in gully formation. From the example shown in Fig. 3 it can be seen that there is some evidence to support frost-based modification processes currently taking place. Vincenti and Forget (2015) reported that the majority of 38 active gully sites in the southern hemisphere contained evidence for the presence of CO₂ ice and frost. We found 24 alternative images in which ice detections were distinct within gullies, 50% of which were located in the southern hemisphere. Of these 12 images, only 3 contained evidence for CO₂ ice, suggesting that recent seasonal modification may have occurred at these sites.

The majority of images in our sample are characterized by the presence of distinct deposits both within and outside of gullies. This is most consistent with pre-existing altered mineralogy (whether hydrated or non-hydrated) within the bedrock which has been remobilized by gully activity. As the majority of gullies are found in Noachian and late Hesperian terrains (Tanaka et al., 2014) exposures of this underlying altered terrain are expected to contain aqueously altered materials.

We roughly estimate that there may be around 700 CRISM images containing gully features. We base this estimation on the fact that our sample (354 images) is restricted to gullies in craters having a radius equal or smaller than the size of an FRT image – approximately half of images in the Nuñez et al. (2016) sample (which has no restriction on the size of the host craters) also belong to our sample. Thus, the approximate number of FRT images containing gullies should be twice the number of images in our sample. It would be difficult to manually analyze 700 images, hence the importance of having a reliable algorithm for automated identification and labeling of deposits in CRISM images.

5.2. Reliability of the automated method

The secondary purpose of this study was to check the feasibility of using the recently proposed Allender and Stepinski (2017) semi-automated method for conducting a survey of CRISM images aimed at statistical description of mineral deposits co-located with gullies. The method, as it is described in its original paper, is in fact semi-automated because it generates labels which are general rather than specific, so a user can utilize the method to screen a large sample of images for those containing broadly defined deposits of interest and then perform detailed manual analysis (similar to that of Nuñez et al. (2016)) just on those deposits to extract their specific content. However, in the context of this paper, we were not interested in determining which specific minerals were present in a deposit, only in a broad indication of whether the deposit was spectrally distinct from its surroundings and whether it contained evidence for hydrated mineralogy. For such a purpose the method is fully automated.

The major rationale for performing an automated survey is the speed of analysis. Our automated survey of 354 images took ~80 hours (3.5 days) after which labeled maps of deposits were produced for all 354 images. This is in contrast to our manual analysis for which it took ~200 hours (2.5 weeks) to create and examine the five combinations of browse product for each image and note down if an interesting deposit was present (no interpretation of these results was performed in this stated time frame). These times are offered as a comparison of the time taken for the auto-mapper to
Figure 3: (Left) Single band greyscale image of FRT9B59 with locations of gullies overlain with the ICE browse product from Viviano-Beck et al. (2014): (a) Single band image approximating albedo (1300 nm) (b) Cropped portion of ICE browse product overlaying gullies (c) location of region of interest in a gully from which spectral signature is extracted. (d) Zoom image of greyscale underlying (c) illustrating presence of gullies contributing to ICE signature. (Right) Spectral signature extracted from region of interest (c) consistent with a mix of H$_2$O and CO$_2$ ices. Ice spectra from the MICA spectral library (Viviano-Beck, 2015) are plotted to show similarities in spectral shape and vertical dashed lines show the 1435 nm (CO$_2$), 1500 nm (H$_2$O) and 2000 nm (CO$_2$) features.

Figure 4: (Left) Single band greyscale image of FRT9824 with the region of interest overlain with the CAR browse product from Viviano-Beck et al. (2014): (a) Single band image approximating albedo (1300 nm) (b) Cropped portion of CAR browse product overlaying the location of region of interest (c) from which spectral signature is extracted. (Right) Spectral signature extracted from region of interest (c) consistent with a carbonate with absorption features at and around 1400, 1900, 2300, and 2500 nm indicated with dotted lines. The detected spectrum is plotted in magenta as this is a color the deposit appears in the CAR browse product. A MICA library spectrum (plotted in black) of Fe/Ca carbonate (Viviano-Beck, 2015) is included to show similarities in spectral shape.
run as opposed to the direct image processing effort required by an analyst. We show these numbers in order to demonstrate that automation may shorten the time required for analysis by an order of magnitude. Of course, the automated method is only valuable if it is accurate and the present study offered an opportunity to assess its accuracy.

As we documented in Section 4 the automated method is not yet as accurate as we would like it to be. Superficially, its overall accuracy of 75.9% on our sample of 354 images is on par with many commonly used classifiers (for example, terrestrial global land cover classifiers), however, the method is sensitive to the presence of noise, and to a lesser degree, to the values of selected parameters. The problem of noise is the primary reason for auto-mapper’s misclassifications. As pointed out in Section 2.2 the presence of residual noise causes the auto-mapper to find spurious deposits. This type of misclassification is easily corrected, but the correction introduced its own error (see the “image speckle” row in Table 6). Noise is also responsible for an additional errors summarized in the “noise more interesting” row in Table 6. We project that the auto-mapper’s performance, and its feasibility to perform surveys of large samples of CRISM images, will improve dramatically upon application to noise-reduced images. Modification of the auto-mapper to accommodate future surveys using the new MTRTR images, which have been subject to improved pre-processing and noise reduction, will likely yield superior results.

The secondary reason for auto-mapper’s misclassifications is its (limited) sensitivity to free parameters. The misclassifications in the “sub-superpixel scatter” row in Table 6 are related to our selection of the size of superpixel. Finally, the design of the auto-mapper can occasionally cause a misclassification. The method assumes that a distinct deposit is a spectral outlier. However, there are situations where this is not the case. For example, if most of an image is covered by ice, and a small deposit of ice is located in an ice-free part of the image, it would not be identified as an outlier. Such cases are summarized in the “not rare deposit” row in Table 6.

Our analysis revealed that using an automated method for identifying and labeling deposits to survey CRISM images carries the risk of obtaining somewhat skewed results. If it is practical, a manual survey is still preferred as it is likely to yield more accurate results. The automated method would improve dramatically if we could remove more noise from images. Even with the current inaccuracies associated with the automated method, it should be noted that the overall, qualitative conclusion from an automated survey of our sample of 354 images is the same as from our manual survey – most gullies are indistinct from their surroundings, yet if distinct deposits are found, most of them are hydrated. However, based on these results we cannot definitively conclude that a hydrated mechanism was involved in the emplacement and modification of gully features as gullied deposits contain pre-existing altered mineralogy (whether hydrated or non-hydrated) from within surrounding bedrock which has been remobilized by gully activity.

Acknowledgments. This work was supported by the University of Cincinnati Space Exploration Institute.
